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Conditional sequence prediction

Language modeling

The red car —s stopped.

Conditional generation

La voiture rouge
s'est arrétée.

The red car stopped. >

Source sentence - English Target sentence - French



Source and target sequences

Source - English

The red
Target - French
La voiture

La=the voiture=car

rouge = red

rouge

car

L1y...,I8

stopped.

Length and word order
can change

y17 < .. 7yT
s’est arrétée.

S, T: sequence lengths



Beyond translation

Forecasting

Observed measurements Future measurements

P g e gl

now

Speech recognition

|||H‘HH“I||||“M“|||||I‘H‘|‘H“|I|||‘HWIIIIIIHH| >  Thered car stopped.



Autoregressive conditional prediction

Autoregressive: predict each target token from earlier targets and the source

T

poyr, - yr | w1, ws) = | [ po(ye | y<e, 21:5)
t=1

L = T1:8 Source sequence Y<t Previous targets

First predictions p(La | [BOS], )
[BOS]: start token p(VOiture ‘ La, x)

p(rouge | La voiture, x)



Encoder-decoder models

Use an RNN to summarize the source.
Condition an RNN language model on that summary.

!

<EO5=>

T T

<EQS>

s — |—> x
X —— — <

=
v,
)

Encoder: source summary Decoder: target language model

Source: Sequence to Sequence Learning with Neural Networks



https://arxiv.org/abs/1409.3215

Source and target embeddings

Source vocabulary

The

La

T

E.[The]

l

Encoder

: learned tables. Brackets select a token’s vector.

Target vocabulary

Decoder




The encoder

f

The

!

red

hj = fenc(hj—la B, [33]])

C:hs

1

car

'[‘ L]

stopped. Source context

Read one source position

Keep the final encoder state



The decoder state

]
| :
1 ¢ Fixed source context
|
|
l l l
S0 _— S1 > S9 > S3
A 4 A
[BOS] La voiture
Sg = g(c) g: maps source context

to the initial decoder state



One decoder step

Target history

St—1

Previous token
Ey [?Jt—l]

Source context

C

™~

/

Decoder cell

Linear +
softmax

St = fdec(St—la E'y [yt—l]a C)

p: = softmax(W,s; + b,)

Probabilities over the target vocabulary

11



Training inputs and targets

Source: Thered car

Inputs [BOS] La voiture
S1 > S2 > S3
Targets La voiture rouge

Teacher forcing: supply the observed previous target token.

12



Conditional cross-entropy loss

La voiture rouge
i lo {3
One target token ly = —log py (yt \ Y<t, 331:5)
T
Sequence loss L = Zét
t=1

Include [EOS] (end of sequence) in the targets.

For a minibatch, average over valid positions and ignore padding.

[EOS]

l

13



Generating the target sequence

Encode the source once Generate the target
I

Thered [ | st | Linear + A

car stopped. —>| Encoder > >| Decoder . —> Yt
T | softmax select
— -

. C
Previous token

Yt—1 —> [ Embedding —

State for the next step

T Selected token for the next step

Start: [BOS], so = g(c) Stop at [EOS]

14



Decoding a sequence

y = arg max logpo(y | x)

Each branch adds
one token.

A complete

,\'. > output sequence

—0)

argmax: choose the complete sequence with the highest model probability.

15*



Greedy decoding can miss the best sequence

Two-token translation of “Goodbye.”
0.55

bientot
0.6 A Greedy
0.45 demain
0.90 _
revoir
04
Au More likely
0.10 printemps

Greedy: choose the most probable next token at each step.

Sequence
probability

0.33

0.27

0.36

0.04

16*



Beam search

Keep 2 prefixes
A 0.6

—
Au 0.4

Rank all extensions together.

Expand both

A biento6t

A demain

AU revoir

Au printemps

0.33

0.27

0.36

0.04

Keep the best 2

AU revoir

A bientot

17*



The fixed-summary bottleneck

Source sentence Fixed-size context

The red car stopped. > L c

The red car beside the blue van s c
did not stop. I

More source details, the same number of stored values.

Every output step must recover the details it needs from this one vector.

18



Long paths through the encoder

An early source detail must survive many encoder updates.

Encoder states Decoder step
]
XX I:l
hiy |——| hy |—>| hgy |——> | hg > >| St
]
A ]
early detail .

Relevant details can be weakened or overwritten along this path.

Training must also propagate gradients through this long encoder chain.

19



Longer sentences in early seqg2seq models

20)

—  Source text
Reference text

{ - - Both

|
on

BLEU score

| 1 |
0 10 20 30 40 50 60 70 80

| |

() i

Sentence length

Same model, grouped by source,
target, or both sentence lengths.

Source: On the Properties of Neural Machine Translation

An early recurrent
encoder-decoder

BLEU: translation score
(higher is better)

This system’s quality
dropped on longer
sentences.

20"


https://arxiv.org/abs/1409.1259

Source information at each output step

English source

The red car
. \-\
Predicting the noun Predicting its color
La voiture La voiture
voiture = car rouge = red

The decoder needs different source details at different output steps.

rouge

21
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22



Access to all source states

Keep a representation at every source position

The
\:

hy

red
\:

Earlier details remain directly available to the decoder.

ho

car
\

h3

stopped

decoder

23



Fixed source averaging

A simple readout: average the stored source states

The

hi

red

ho

car

Decoder step:
voiture (car)

Different target words need different information.

hs3

stopped

S: source length

T~

Decoder step:
rouge (red)

Let each decoder step choose its own source weights.

24



Decoder query

Stored source states

The red car stopped
hl hQ hg h4
Previous decoder state \ / Mntext vector
Query
St—1 »| Read source > Ct

The previous decoder state supplies the query.
It determines which source information is useful for the next prediction.



Learned alignment scores

Previous decoder state Source state for car

St—1 h3

— L

scoring network

Higher score: stronger match to the decoder state

er; = fUI tanh(Wssi—1 + Weh, + b,)

Wsa We ba Va
Learned projections Learned bias Learned output weights

t: target step j: source position (carisj = 3)



Attention weights

Example weights when predicting voiture (car)

The red car stopped
€t1 €2 €t3 Ct4
v v v v
Softmax over source positions
i j
I ._ __
Qa1 Q2 g
exp(e; &
at o — ]) Nt — 1
J S J
Zr:1 exp(er) j=1

t: target step j:source position S:source length

Adapted from Stanford CS5224n

27


https://cs224n.stanford.edu/slides_w25/cs224n-2025-lecture06-fancy-rnn.pdf

The context vector

Example weights applied to the source vectors
The red car stopped

0731 hl a2 h2 a3 h?, Otq h4

| | | |
- mo LY 4

S
Ct+ — E Oétjhj
j=1

Each weight scales the whole source vector.
Adapted from Stanford CS224n 28



https://cs224n.stanford.edu/slides_w25/cs224n-2025-lecture06-fancy-rnn.pdf

Attention In the decoder

Encoder Decoder

Attention

hi |—=| hy |—=- 3| hg _

/ \Q”e”\ |

T T 1‘ Previous state

Source embedding

A A A
331 .’132 .« o xS

Dt
A

Linear + softmax

_— St

A

Target embedding
Ey [yt—l]

Next step: carry s; forward.

Source: Adapted from CMU 11-785

29


https://deeplearning.cs.cmu.edu/S25/document/slides/lec18.attention.pdf

Attention during decoding

English source

Attention

Example weights

Weighted sum of the source states

French target - step 2

C2

! ! ! !

hl —> hg —> ]’L3 —> h4

Query

Previous state

T T T T

The red car

The stored source states stay fixed.
Adapted from Stanford CS231n

stopped

voiture (car)

T select

Linear + softmax

|

Already generated:

La

Previous token embedding
30


https://cs231n.stanford.edu/slides/2026/lecture_8.pdf

Attention across decoding steps

English source

Attention Example weights C3

_ l B e Query

Weighted sum of the source states

! ! ! !

Previous state

French target - step 3

rouge (red)

T select

Linear + softmax

|

hl —> h2 —> ]’L3 —> h4 — S9
T T T T Already generated:
The red car stopped La voiture

The stored source states stay fixed.
Adapted from Stanford CS231n

—
5 S3
E, [voiture]

Previous token embedding
31


https://cs231n.stanford.edu/slides/2026/lecture_8.pdf

Learned alignments

7 85, .3 B 4 Columns: English source
ES5£a85:9:32 .V
.
accord Rows: French output
Sur

la
zone
économigue

Predicting aolt (August)
uses this row of weights.

européenne
a

été

signé

en

- smaller weight

larger weight

aodt
1992

<end=

Source: arxiv.org/abs/1409.0473

32


https://arxiv.org/abs/1409.0473

Reordered source information

English source
European Economic Area

French output

zone (area)

économique (economic)

européenne (European)

Source: arxiv.org/abs/1409.0473

Output order
continues downward.

Source emphasis
moves right to left.

33


https://arxiv.org/abs/1409.0473

Learning attention

Soft weights give a differentiable readout.
Backpropagation trains the scoring network.

scores

source vectors

~.,

context

through decoder lT

target loss

Gradients

No word-to-word
labels needed

34



Direct source access

Fixed summary

Early source state Final summary Target-token loss

Attention read

hj > Ct = St > ft

Source information and gradients can bypass the final summary.



Keys and values

Features useful for matching can differ from the content to retrieve.

Source representation h;
]Cj Uj
Key Value

Used for matching Content toretrieve

Source: Adapted from Georgia Tech CS 7643



https://sites.cc.gatech.edu/classes/AY2025/cs7643_fall/assets/L13_Transformer.pdf

Learned Q/K/V projections

Decoder state Source state
T
g = Wgsi—1 ki = Wih,
Query
v; = Wih,;
Match with keys

W matrices are learned and shared across positions.

Source: Adapted from CMU 11-785

37


https://deeplearning.cs.cmu.edu/S25/document/slides/lec18.attention.pdf

Dot-product matching

An alternative to the scoring network: dot products of learned query/key features.

ky q
_ T
e; = ¢ kj

= llgll [kl cos 8;

0 : angle between the vectors

The two norms give the vector lengths.

Direction and length affect the score.

38



One-guery attention

Compare the same query with every key.

Query 4t l l l l
Keys ko |~() k2 |~() ks |—=() ks =)
v v v v
Scores €t1 €¢2 €¢3 €t4
Softmax over source positions
v v v v
Weights ¢l 2 3 g
v v v v
Values U1 —>® U2 —>® U3 —>® (%1 —>®
Attention output V

(decoder context here)

Adapted from CMU 11-785

O = (\41V] + g2V + (4p3V3 + Qipqa U4

39


https://deeplearning.cs.cmu.edu/S25/document/slides/lec18.attention.pdf

Parameters and attention vectors

Learned parameters Computed for an input
WQ7 Wk, Wy dt, kj) Uj
Shared across examples Change with the source

and decoder state

For one source: reuse the keys and values while the query changes.

40



Multiple queries

Write each vector as one row.

q; “

query rows

d.: query/key vector length

dy, Ay
| T
source rows same source rows

dv: value vector length

41



The score matrix

Queries

E=0QK"'

Source keys

J

42



Matrix readout

A = softmax,ow-wise (£)

A v O
H x - u
Attention weights One output
Value vectors per query

Each row sumsto 1

43



Dot-product scale

dp
qu — Z QTkr
r=1

For roughly independent coordinates of similar scale,
score spread grows with the square root of key width.

Attention weights after softmax

key 1 key 2 key 3 key 1 key 2 key 3

Moderate score differences Larger score differences

With weights near O or 1, small score changes barely change the readout.

Learning attention can slow.
44



Scaled dot-product attention

KT
O = softmaxX,ow-wise (Q > V

The division counteracts the growth in score spread as key width increases.

import math

d_k = Q.shape[-1]

scores = Q @ K.T / math.sqrt(d_k)
A = scores.softmax(dim=-1)

O =A@V

Q, K, V: one vector per row

Vg

# query/key width
# scaled matching
# source dimension
# weighted values

45



Attention and recurrence

Reuse source keys and values

The next query needs the new decoder state. Decoding is still sequential.

K,V

l

St—1 — qt —> attention

di+1 = WégrSt

46
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Forecasting future measurements

Observed history

0
o
©
-

& -5
v
Q.
£
()
|—

-10

0 24

Elapsed time (hours)

Use the first 48 hours to predict the next 24 hours.

Source: Jena Climate dataset

Future targets

48

/72

48


https://www.bgc-jena.mpg.de/wetter/

Inputs and forecasting targets

Observed at each time

T; = pressure
humidity

Lly.--,L8S

S observed time steps

_temperature_

Future target at each step

Yy = temperature

Yi,-- -5 YT

T future time steps



Predicting the whole horizon

Y1 Y2 yr
1 T2 || ¥s }—> Encoder T 1 T
Observed sequence l
hs > Prediction head
Summary

One output vector for the full
forecast horizon



Recurrent forecasting

One transition, reused across forecast steps

so = g(hs)

Start from the encoder

5|

Recurrent decoder

Yt—1

Previous prediction

First decoder input:
last observed temperature

51



Continuous predictions and loss

A real-valued output Regression over the horizon
1 T
-~ T
—w, St + b = — E
yt Yy t _I_ Yy T p—

Decoder state — temperature
y: prediction Yt target

Stop after the chosen horizon T.

52



Training with observed targets

Teacher forcing: use the true previous measurement

Encoder

@1 — y1)2

@2 — y2)2

1

Yo

Last observed value

ﬁ@ ﬁ s

Y1

Y2

True earlier targets

53



Recursive forecasting

Predictions become later inputs

Encoder —— 51 > S9 > S3

e—
<)
| a—

Yo

Last observed temperature Same decoder parameters at every step



Errors fed into later steps

An early error changes later inputs and states
Changed state

S1 > S92 > S3

Y1 Yo

) e

Predictionerror ~ Changed input

Feedback can amplify, preserve or reduce the disturbance.

55



Image captioning

Source: Show, Attend and Tell (2015)

>

Image — sentence

A bird flying over
a body of water.

Objects, actions and relations

56


https://arxiv.org/abs/1502.03044

Spatial features as a memory

Each spatial location stores C features

CNN >

H x W locations

HxW x(C

Source: Show, Attend and Tell (2015)

C features per row

N =H x W vectors

N x C

57


https://arxiv.org/abs/1502.03044

Attention over image regions

The decoder reads different image regions as it generates words.

s

\.

\

N

1. Input
Image

A
bird

flying
over

a

body
of
water

2. Convolutional 3. RNN with attention 4. Word by

Feature Extraction over the image word
generation

14x14 Feature Map

J

Source: Show, Attend and Tell (2015)

58


https://arxiv.org/abs/1502.03044

Word-dependent visual attention

A bird flying over a body of water.

bird flying water

Brighter regions receive larger attention weights.

Source: Show, Attend and Tell (2015) 59



https://arxiv.org/abs/1502.03044
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Context inside a sequence

A token’s useful features depend on its context.

Features for bank

She deposited money at the bank. — 5 |

He rested beside the river bank. —

[ ]

RNNs already build contextual features through hidden states.

- financial

context

river
context

61



Context through recurrent states

Our translation model uses attention to read the source.

Its source features are still built by an RNN.

hiy ——| hy +— hy +I—| hy —| hs

! ! ! ! !

I I I3 T4 Is

A fixed-size state must carry context through many updates.

Long paths make learning distant dependencies harder.
Each state also waits for the previous state.

L6

62



Direct interaction between tokens

Use each token’s features to query the same sentence.

Keys and values from the sentence

She deposited money at the bank.
‘ Attention |
| Query from bank

Contextual features for bank

63



Queries, keys, and values

Start with one embedding vector for each token.
the red car stopped

Input
features

L1 L2 L3 L4

N N N N

11| i 1] | I

q1 k1 (%] q2 ko (%) q3 ks U3 ka4 V4

T T T
q; — WQQZ‘i kz = WKCI% V;, — vali‘q;
i: token position. The learned W matrices are shared across positions.

Adapted from Stanford CS231n and CMU 11-785

64


https://cs231n.stanford.edu/slides/2026/lecture_8.pdf
https://deeplearning.cs.cmu.edu/S25/document/slides/lec18.attention.pdf

One query, all keys

For car, compare its query with every key—including its own.

Query for car qs
the l red l car l stopped l
Keys k1 ->© ko ->© k3 ->© k4 ->©
v v v v
Scores €31 €32 €33 €34
T
eq; = q3 k;
j =
v dg
j: input position (1-4) dr : query/key vector length

A larger score means a stronger match to this query.

Adapted from Stanford CS5231n and CMU 11-785 65



https://cs231n.stanford.edu/slides/2026/lecture_8.pdf
https://deeplearning.cs.cmu.edu/S25/document/slides/lec18.attention.pdf

Attention weights

Normalize over input positions, not vocabulary words.

Query for car qs
the l red l car l stopped l
Keys k1 ->© ko ->© k3 ->© k4 ->©
v v v v
Scores €31 €32 €33 €34
A 4 A 4 A 4 A 4

Softmax over all four scores

Weights _ e ! ! —
Example weights 31 39 33 34
__ exp(esy)
Ozgj =

4
Zrzl eXp(e3?“)

Nonnegative weights that sum to 1 over the four input positions.
Adapted from Stanford C5231n andCMU 11-785

66


https://cs231n.stanford.edu/slides/2026/lecture_8.pdf
https://deeplearning.cs.cmu.edu/S25/document/slides/lec18.attention.pdf

Weighted sum of values

The output is a feature vector, not a word prediction.

Query for car qs
the l red l car l stopped l
S ToRN NIl ol e
v v v v
Scores €31 €32 €33 €34
A 4 A 4 A 4 A 4

Softmax over all four scores

WQightS — - - I

vaes  [EEU () HH®-()  WA%-0 O

03 = (¥31V1 + (¥32V2 + (v33V3 + (3404

Adapted from Stanford CS5231n and CMU 11-785 67



https://cs231n.stanford.edu/slides/2026/lecture_8.pdf
https://deeplearning.cs.cmu.edu/S25/document/slides/lec18.attention.pdf

Another query, another output

For red, change the query. Keep the same keys and values.

Query for red q2
the l red l car l stopped l
S LT oRN [Tl ol e
v v v v
Scores €21 €22 €23 €24
A 4 A 4 A 4 A 4

Softmax over all four scores

WeightS [ [ | - —
Example weights 21 99 023 24

Values B v 96?) N v aé} W vs aé? N vs aé)

02 =— (x21V1 + (u2VUg + (xp3V3 + (io4U4g

Adapted from Stanford CS5231n and CMU 11-785 68



https://cs231n.stanford.edu/slides/2026/lecture_8.pdf
https://deeplearning.cs.cmu.edu/S25/document/slides/lec18.attention.pdf

Vectors and matrix rows

Matrix formulas use one row for each token.

Query for car

ds -

Write it as arow

Q
S
__ N

Column vector

Adapted from Stanford CS231n

N token rows x d, query features

Q = XWq

the

red

car qz;r
stopped

Apply the same projection to every token.

69


https://cs231n.stanford.edu/slides/2026/lecture_8.pdf

All pairwise scores

Each query is compared with every key.

Q KT Scores
car reads red
the red car stopped
.. [ €11 €12 €13 €14
e
B e
red
>
M o
car
+Vd,
stopped

€41 €42 €43 €44

Rows: queries Columns: keys

E=QK'/\/d s ks
— €32 =

k /_dk

Adapted from Stanford CS231n 70



https://cs231n.stanford.edu/slides/2026/lecture_8.pdf

Attention weights by row

Normalize each query’s scores over all keys.

Scores Softmax
the red car stopped
the @ €11 €12 €13 €14 > the
red €21 €22 €73 €24 > red
car| €31 €32 €33 €34 > car
stopped = €41 €42 €43 €44 > stopped
_ exp(ey)
Ozij =

N
Zr:l eXp(e’iT)

One distribution over input positions for each query.

Adapted from Stanford CS231n

Attention weights
the red car stopped
11 12 13 14
91 Q2o 23 24
31 32 33 34
Q41 49 43 44

N
E Oéz'j =1
J=1



https://cs231n.stanford.edu/slides/2026/lecture_8.pdf

Self-attention over the sequence

Each output row is a mixture of value vectors.
Attention weights Values Output features

Keys: source positions
the red car stopped
X = -

the

Queries red .
car jl‘ |l|/—— car
stopped . l‘ stopped
A V O
N x N N x d, N x d,

Adapted from Stanford CS231n and CMU 11-785 72



https://cs231n.stanford.edu/slides/2026/lecture_8.pdf
https://deeplearning.cs.cmu.edu/S25/document/slides/lec18.attention.pdf

Self-attention computation

Input: N token vectors, each with d features

Project each token Q=XWq, K=XWg, V=XWy
Q, K : N xdy V: N xd,
Compare every pair E = QKT/'\/ dg
E: NxN
Normalize each row A= SOftmaXrOW(E )
A: NxN
Mix value vectors O=AV
O: N xd,

di: query/key width  dv: value/output width
Adapted from Stanford CS231n

/3


https://cs231n.stanford.edu/slides/2026/lecture_8.pdf

Cross-attention and self-attention

Cross-attention

Decoder states Source features
Q K,V
Attention

Read a separate source

Self-attention

Input sequence

el

Q K V
|
Attention

Build context within a sequence

74



Parallel sequence processing

Known input sequence

Outputs do not wait
for one another.

Autoregressive generation

09 03 04
| | | |
Self-attention
2 2 4 A
X1 i) I3 L4
U1 o
Predict Predict > Predict

Generation still waits for the selected next token.




Pairwise computation

N input positions

Twice the rows
) and columns
N* pairs

Full attention compares every query with every key.

2N input positions

AN? pairs

76



Word order

The same words can describe different events.

dog bites man
does the biting gets bitten

man bites dog
does the biting gets bitten

Content matching alone has no signal telling it which word came first.

77



Reordering queries, keys, and values

No position information. Every query can read every key.

dog bites
Original | ] B
Ordel’ ‘/‘l\_‘ ‘/‘l\i
H gl TaE = L]
Gdog kdog Vdog (bites kbltes Ubites
man bites
Swapped I |
Ol‘der ‘/‘l\ ‘/‘l\
O O Ee L]
Gman kman Uman (bites kbltes Ubites

The same word uses the same learned projections at its new location.

Adapted from Stanford CS231n

man
||
¢/‘]r\>
O] O B
Gman kman Uman
dog
||
4/‘]!\
l NN TaE o
Qdog kdog Udog

/8


https://cs231n.stanford.edu/slides/2026/lecture_8.pdf

Reordering attention weights

No position information. Every query can read every key.

Each query sees the same key vectors and scores after the swap.

bites dog

dog bites man man

bites . bites

Example weights
Rows: queries. Columns: keys. Both follow the new word order.

a, b, c track the weights of the dog query.
Adapted from Stanford C5231n



https://cs231n.stanford.edu/slides/2026/lecture_8.pdf

Reordering the weighted sum

No position information. Every query can read every key.

Track the output for dog.
dog bites
o <« WY+ b <M -
Udog Ubites
man bites

c x Dl + b < M +

Uman Ubites

AVdog + bvbites + CUman = CUman + bvbites + AVdog

a, b, c: dog-query weights for dog, bites, man. v:value vector.

Adapted from Stanford CS231n

Mman

Uman

dog

Udog

Il

Odog

Il

Odog

80


https://cs231n.stanford.edu/slides/2026/lecture_8.pdf

Permutation equivariance

No position information. Every query can read every key.

Input vectors Output vectors
H e B | —|sefattention |~ B [ TN Il[
dog bites man dog bites ma

" N B — | seifattention |~ [ [0 W9

man bites dog man bites dog

SA(reorder(X)) = reorder(SA(X))

Each output feature moves with its word. Both sides use the same rearrangement.
Adapted from Stanford CS231n 81
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Content and position

Content embedding Position embedding

Q)
~

\/

l
Ti = €; + P

i is the token’s position. Use the combined features for attention.

Pi

82



Word order and position vectors

Position vectors stay attached to sequence locations.

Position 1

dog

Position 2

bites

€dog + P1

After swapping dog and man

man

Ebites + P2

€man + P1

Adapted from Stanford CS231n

bites

Ebites + P2

€dog + P1 7é €dog + P3

Position 3

man

€man + P3

dog

€dog + D3

83
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Next: Transformers

Attention O — SOftmaXrow—Wise(

* Position information and causal masking
* Multihead attention and feed-forward layers

* Complete Transformer models for sequences and images

QKT
Vi

)v
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